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2. Basic Statistics 
 

This section outlines the use of the statistics encountered in Analytical 

Chemistry, and goes through the basic tools that you will use to approach 

statistical analysis in chemical measurement. It also outlines the how you 

can use these tools in Excel™.  If you are already familiar with statistics and 

numerical analysis, you can skip this section and proceed to Linear 

Regression Analysis. However, you may find it helpful to briefly review this 

section to re-familiarize yourself with these concepts, beginning with an 

overview of statistical analysis. 

 

 

Section Outline: 
 

2.1 Statistics in Analytical Chemistry 

! Why statistics is important in Analytical Chemistry 

2.2 Mean, Variance, and Standard Deviation 

! Measures used in statistics, including the mean, variance and 

standard deviation, and the difference between sample and 

population values. 

2.3 Errors and Residuals 

! Calculation of statistical errors in measurements, and the definition 

of the residual 

2.4 Probability Distributions 

! The normal distribution of a random set of data, and its 

implications on data analysis 

2.5 Confidence Levels 

! Definition of confidence levels, or “How sure you are that your 

conclusions are correct?” 

2.6 Degrees of Freedom 

! The degrees of freedom is the number of independent observations 

for a dataset 
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2.1 Aim of Statistics in Analytical Chemistry 
 

Modern analytical chemistry is concerned with the detection, 

identification, and measurement of the chemical composition of unknown 

substances using existing instrumental techniques, and the development or 

application of new techniques and instruments. It is a quantitative science, 

meaning that the desired result is almost always numeric. We need to know 

that there is 55 µg of mercury in a sample of water, or 20 mM glucose in a 

blood sample. 

 

Quantitative results are obtained using devices or instruments that 

allow us to determine the concentration of a chemical in a sample from an 

observable signal. There is always some variation in that signal over time 

due to noise and/or drift within the instrument. We also need to calibrate the 

response as a function of analyte concentration in order to obtain meaningful 

quantitative data. As a result, there is always an error, a deviation from the 

true value, inherent in that measurement. One of the uses of statistics in 

analytical chemistry is therefore to provide an estimate of the likely value of 

that error; in other words, to establish the uncertainty associated with the 

measurement. 

 

2.1.1  Common Questions:  One way to demonstrate the importance 

of statistics in analytical chemistry is to look at some of the common 

questions asked about measurement results, and the statistical techniques we 

can use to answer them.* 

 

When I repeat a measurement, I get different numbers; which do I 

use? 

Calculate the mean and standard deviation of the values; this is the 

starting point for any statistical evaluation of your data. Remember 

that the inherent variation associated with any real measurement 

means you would expect to get somewhat different values for 

replicate measurements. 

 

                                           
*
 See Chapter 1 of D. Brynn Hibbert & J. Justin Gooding, “Data Analysis for Chemistry”, 

Oxford University Press, Oxford (UK), 2006 for a more detailed list. 
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One of the values is quite different from the others; can I simply 

ignore it? 

This depends on the range of the values you obtained, how different 

the suspect value is from all the others, and how close the remaining 

results are to one another. Use either Dixon's Q test or Grubb's test on 

the data. 

 

Did I get the ‘right’ answer? 

It’s almost impossible to answer this question in any meaningful way 

for real samples! If you know what the true value is, you can assess 

whether your result is significantly different using a t-test. If you don’t 

know the true value (or an accepted true value), you have to determine 

the range either side of your measurement within which the true value 

most probably lies. This is called the confidence interval, and is a 

measure of the uncertainty associated with your measurement. 
 

One sample gives a value of 2.1, the other gives 2.2; these are 

different values, right? 

This depends on the uncertainty associated with each measurement. 

You will need to perform a significance test in order to determine 

whether the values can be considered the same or different. You 

should test whether there is a significant difference in the spread 

(standard deviation) of replicate measurements for each sample (use 

the F-test) as well as the mean values themselves (use a pooled t-test). 
 

 

2.2 Mean, Variance, & Standard Deviation 
 

The three main measures in quantitative statistics are the mean, 

variance and standard deviation. These measures form the basis of any 

statistical analysis. 

 

Mean: 

Technically, the mean (denoted µ), can be viewed as the most 

common value (the outcome) you would expect from a measurement 

(the event) performed repeatedly.  It has the same units as each 

individual measurement value. 
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Variance: 

The variance (denoted !
2
) represents the spread (the dispersion) of the 

repeated measurements either side of the mean. As the notation 

implies, the units of the variance are the square of the units of the 

mean value. The greater the variance, the greater the probability that 

any given measurement will have a value noticeably different from 

the mean. 
 

Standard Deviation: 

The standard deviation (denoted !) also provides a measure of the 

spread of repeated measurements either side of the mean. An 

advantage of the standard deviation over the variance is that its units 

are the same as those of the measurement. The standard deviation also 

allows you to determine how many significant figures are appropriate 

when reporting a mean value. 
 

It is also important to differentiate between the population mean, µ, and the 

sample mean, 

! 

x . 

 
2.2.1 Population vs. Sample Mean & Standard Deviation: If we 

make only a limited number of measurements (called replicates), some will 

be closer to the ‘true’ value than others. This is because there can be 

variations in the amount of chemical being measured (e.g. as a result of 

evaporation or reaction) and in the actual measurement itself (e.g. due to 

random electrical noise in an instrument, or fluctuations in ambient 

temperature, pressure, or humidity.) 

 

This variability contributes to dispersion in the measured values; the 

greater the variability (and therefore the greater the dispersion), the greater 

the likelihood that all the measured values may differ significantly from the 

‘true’ value.  To adequately take this variability into account and determine 

the actual dispersion (as either the standard deviation or variance), we would 

have to obtain all possible measurement values – in other words, make an 

infinite number of replicate measurements (n ! "). This would allow us to 

determine the population mean and standard deviation, µ and #. 

 

This is hardly practical, for a number of reasons! The general 

approach is therefore to perform a limited number of replicate measurements 

(on the same sample, using the same instrument and method, under the same 
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conditions). This allows us to calculate the sample mean and standard 

deviation, 

! 

x  and s. The sample mean, standard deviation, and variance (s2) 

provide estimates of the population values; for large numbers of replicates 

(large n), these approach the population values. 

 

Exercise 2.1 – Calculating the Mean: The sample mean is the 

average value for a finite set of replicate measurements on a sample. It 

provides an estimate of the population mean for the sample using the 

specific measurement method. The sample mean, denoted 

! 

x , is calculated 

using the formula: 

 

! 

x =
1

n
x

i

i

"  

 

Suppose we use atomic absorbance spectroscopy to measure the total 

sodium content a can of soup; we perform the measurement on five separate 

portions of the soup, obtaining the results 108.6, 104.2, 96.1, 99.6, and 102.2 

mg. What is the mean value for the sodium content of the can of soup? You 

have already used the relevant Excel™ functions for this calculation in a 

previous exercise. Set up a new worksheet and calculate the mean value, 

using (i) the COUNT and SUM functions, and (ii) the AVERAGE function; you 

should get the same values. 

 

Exercise 2.2 – Calculating the Variance: We also need to determine 

the spread of results about the mean value, in order to provide more specific 

information on how many significant figures we can attribute to our sample 

mean. We can do this by calculating the sample variance, which is the 

average of the squared difference between each measurement and the sample 

mean: 

 

! 

s
2 =

1

n "1( )
x

i
" x ( )

2

i

#  

 

Note that we use a factor of (n ! 1) in the denominator, rather than n. 

A simple justification for this is that it is impossible to estimate the 

measurement dispersion with a single reading – we would have to assume 

that the spread of results is infinitely wide (see section 2.6 for further 

details.) When n is sufficiently large so that n $ (n ! 1), the sample mean 
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and variance approximate the population values and we can use the 

equation: 

! 

" 2 =
1

n
x
i
#µ( )

2

i

$  

 

As noted in the introduction, it is more convenient to use the standard 

deviation, which is simply the square root of the variance, %s
2
. 

 

Use the worksheet from exercise 2.1 to also calculate the variance and 

standard deviation of the sodium values by setting up a formula. You will 

need to create a column to calculate individual values of 

! 

x
i
" x ( ) before 

calculating s2 and s. Compare your standard deviation and variance with 

those calculated using the built-in STDEV and VAR functions. To calculate a 

square root in Excel™, either use the “^0.5” notation*, or the SQRT function. 

 

Reporting the Results: The final value for the sodium content of the 

soup would be written as: 

 

! 

C = 102.1 ± 4.7  mg (mean ±  s,  n = 5)  

 

Note that a single value, or a mean value without any indication of the 

sample variance or standard deviation, is scientifically meaningless. Note 

also that the standard deviation determines the least significant digit (i.e. the 

correct number of significant figures) for the result. Finally, remember that 

both the standard deviation and variance have units! 

 

 

2.3 Errors, Uncertainty, and Residuals 
 

It is not uncommon for analytical chemists to use the terms, “error” 

and “uncertainty” somewhat interchangeably, although this can cause 

confusion. This section introduces both terms, as well as providing a more 

formal introduction to the concept of residuals. Whether error or uncertainty 

is used, however, the primary aim of such discussion in analytical chemistry 

is to determine (a) how close a result is to the ‘true’ value (the accuracy) and 

(b) how well replicate values agree with one another (the precision). 

                                           
*
 See the table in section 1.2 for details 
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2.3.1 Types of Error:  In the preceding section, we noted how 

successive measurements of the same parameter, for the same sample and 

method, will result in a set of values which vary from the ‘true’ value by 

differing amounts.  In other words, our measurements are subject to error. 

This is the principal reason why a result based on a single measurement is 

meaningless in scientific terms.  Formally, the error is defined as the result 

of the measurement minus the true value, (xi ! !).  Consequently, errors 

have both sign and units. 

 

Errors are further categorized in terms of their origin and effect on the 

measured result: 

 

Systematic errors: 

These are errors that always have the same magnitude and sign, 

resulting in a bias of the measured values from the true value.  An 

example would be a ruler missing the first 1 mm of its length – it will 

consistently give lengths that are 1 mm too short.  Systematic errors 

affect the accuracy of the final result. 
 

Random errors: 

These will have different magnitudes and signs, and result in a spread 

or dispersion of the measured values from the true value.  An example 

would be any electronic measuring device – random electrical noise 

within its electronic components will cause the reading to fluctuate, 

even if the signal it is measuring is completely constant.  Random 

errors affect the precision of the final result; they may also affect 

accuracy if the number of replicates used is too small. 
 

Gross errors: 

These are errors that are so serious (i.e. large in magnitude) that they 

cannot be attributed to either systematic or random errors associated 

with the sample, instrument, or procedure.  An example would be 

writing down a value of 100 when the reading was actually 1.00.  If 

included in calculations, gross errors will tend to affect both accuracy 

and precision. 

 
2.3.2 Error & Uncertainty: It should be obvious on reflection that 

systematic and random errors cannot actually be determined unless the true 

value, !, is known.  As an example, consider a titration in which the same 

25.00 mL pipette is used to dispense portions of the sample for replicate 
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determinations.  Due to variations in manufacture, we know that the volume 

of pure water delivered by the pipette at a specified temperature is ±0.03 

mL.  In other words, the volume of sample might be 24.98 mL (a systematic 

error of -0.02 mL) or 25.03 mL (a systematic error of +0.03 mL). 

 

We could in theory determine this error for a specific pipette by 

calibrating it through weighing replicate volumes dispensed by the pipette, 

and then converting the mass of pure water to volume.  This, however, raises 

other sources of error: 

 

• Each weight will have its own associated error 

• The operator will not use the pipette in exactly the same way every 

time, introducing additional error 

• To do the calculation, we need to measure the temperature, which 

also has an associated error 

• Evaporation losses, and changes in temperature and humidity can 

also contribute to variation in the measured volumes 
 

Clearly, it is unrealistic to try and account for all these errors just to perform 

a titration.  We therefore use an estimate of the error in the volume 

dispensed by the pipette, which we term the uncertainty.  Similarly, any 

measured value has an associated measurement uncertainty, which is used as 

an estimate of the range within which the error falls either side of the actual 

value.  Since we cannot easily tell whether the result is above or below the 

true value, such uncertainties are treated in the same way as random errors. 

 
2.3.3 Residuals: Residuals were first introduced in the discussion of 

variance and standard deviation.  The residual is simply the difference 

between a single observed value and the sample mean, (xi – 

! 

x ), and has both 

sign and units.  Residuals can provide a useful comparison between 

successive individual values within a set of measurements, particularly when 

presented visually in the form of a residual plot.  Such plots can reveal 

useful information about the quality of the data set, such as whether there is 

a systematic drift in an instrument under calibration, or if there might be 

cross-contamination between samples of high and low concentration. 

 

 



© D. C. Stone & J. Ellis, Department of Chemistry, University of Toronto 

 

Page 9 of 14 

2.4 Probability Distributions 
 

When we make a measurement, we expect to get the true value.  This 

is known as the expected value or the population, or true, mean !.  We rarely 

get this value, however, as there is always some degree of random error or 

fluctuation in the system.  The result we get will probably not be the true 

value, but somewhere close to it.  If we repeat the measurements enough 

times, we expect that the average will be close to the true value, with the 

actual results spread around it.  The distribution of a few measurements 

might look something like this: 

 

 
Here the frequency is the number of times that a particular result occurs.  

From this plot, we see that the values are distributed relatively evenly around 

a point somewhere between 1.2 and 1.6, so the mean value of these 

measurements is probably around 1.4 or 1.5.  This type of plot is called a 

probability distribution and, as you can see, it has a bell shape to it.  In fact, 

this type of distribution is sometimes called a bell-curve, or more commonly, 

the Normal Distribution. 
 

2.4.1 The Normal Distribution: A normal distribution implies that if 

you take a large enough number of measurements of the same property for 

the same sample under the same conditions, the values will be distributed 

around the expected value, or mean, and that the frequency with which a 

particular result (i.e. value) occurs will become lower the farther away the 

result is from the mean.  Put another way, a normal distribution is a 

probability curve where there is a high probability of an event (i.e. a 

particular value) occurring near the mean value, with a decreasing chance of 
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an event occurring as we move away from the mean.  The normal 

distribution curve and equation look like this: 

 

 

! 

y =
1

" 2#
exp $

x $µ( )
2

2" 2

% 

& 

' 
' 

( 

) 

* 
*  

Note: to convert y values to probabilities, P(x), the data must be 

normalised to have unit area. 

 

The important thing to know about the Normal Distribution is that the 

probability of getting a certain result decreases the farther that result is from 

the mean.  The concept of the normal distribution will be important when we 

talk about 1- and 2-tailed tests, confidence levels, and statistical tests, such 

as the t-test and F-test. 
 

There are many other types of distributions, but we will only consider 

the normal distribution here.  This is because we assume that the 

measurements we perform in this course will be normally distributed about 

the mean, and that the random errors will also be normally distributed. 

Generally, this is a good assumption, though there are many situations where 

it does not apply. 

 

 

2.5 Confidence Levels 
 

We just saw how a series of measurements can follow a Normal 

distribution, "such that most of the measurements will be around the mean 

value, with fewer and fewer measurements occurring the farther away they 

are from the mean.  This can"tell us a lot about a dataset.  If a certain value is 

far away from the mean, the chance of randomly getting that value is small.   

If we take the"same measurement numerous times, and keep getting that 
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value, then it is likely that we are measuring a system with a different mean 

from the one"we had previously thought. 

 

So if we get values that are far away from the mean, we can say that 

there"is a small probability that they are part of the same system, but a 

larger"probability that they are part of a different system with a different 

mean.  Consider the following data set: 

 

2.1, 2.3, 2.6, 2.1, 1.9, 2.2, 1.8, 3.8 

 

The values are centred fairly evenly around 2.3, except for the final value of 

3.8.  The question is, what is the chance that this large value occurred by 

random chance, and is it a valid measurement of the system we’re interested 

in?  Or, or is it a spurious result from a different system entirely?  We can 

look at the probability distribution for this set of data, which has a mean of 

2.35 and a standard deviation of 0.635.  The probability distribution is 

shown below: 

 

 
Probability distribution for a system with µ = 2.35 and ! = 0.635 (solid line), with 

the experimental values from the above dataset shown as discrete points. 

 
The probability of each value occurring refers to the relative 

frequency with which each value occurs for a large (n!")"number of 

replicate measurements.  As you can see, all the values have a fairly high 

probability of occurring with the exception of 3.8, which"would only occur 

with a probability of less than 0.05, or 5% of the time (1 time in 20).  In 

other words, if you made many measurements of a system with mean 2.35 

and standard deviation 0.635, there is a 5% chance that you would get a 

result near 3.8.  Getting one or two results in the neighbourhood of 3.8 is 
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therefore not"completely unlikely, but a large number of results around"3.8 

would be highly unlikely. 

 

If were you to observe many values around 3.8, it is much more likely 

that the system changed while you where working, so that effectively you 

are measuring a different system to the one you started with.  In this case, 

you could be 95% confident that the value of 3.8 is from a different system. 

We call this a 95% confidence level, or 95% CL. 

 

2.5.1 Confidence Levels, Limits, and Probabilities:  The shaded area 

of the graph below shows the fraction of all possible values (i.e. the 

percentage of the total population of values) that fall within 95% of the 

central mean, µ: 

 

 
 

For any given measurement, this fractional area represents a probability of 

95% that the resulting value will within a range of possible values either side 

of the mean as represented by the limits of the shaded area.  Notice that there 

is a small probability of 0.025 (2.5% or 1 chance in 40) that the value will be 

greater than the upper limit, and the same probability that it will be less than 

the lower limit; we can also say that there is a probability of 0.05 (5%, or 1 

in 20) that the value will not be within the limits either side of the central 

mean value. 

 
We can calculate these limiting values from the equation of the 

normal distribution function given earlier.  To do this, it is convenient to 

define a standardized normal variable, z = (x – !)/". Statistical tables provide 

cumulative values of the NDF as a function of z, from which it is possible to 

determine that 95% of all possible values lie within the range ±1.96"  on 

either side of the central mean, !. 
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2.5.2 Expressing Confidence Levels: As we have seen, you can 

express the level of confidence you have that a measurement is statistically 

significant (and not the result of an error) in a number of different ways.  

This can be as a confidence level (e.g. 95% CL), the chances of being 

correct (19 in 20) or incorrect (1 in 20), or a probability (P = 0.05).  You can 

also talk about a significance level, #, when performing statistical 

significance tests.  CL and # are related as: 

 

! 

CL = 100 " (1#$) (%) 

 

If we want to reduce the risk of falsely categorizing a good result as 

not being significant, we can use a higher confidence level (lower "); to 

reduce the risk of falsely categorizing a non-significant result as significant, 

we can use a lower confidence level (higher ").  Most statistical tests 

discussed in this tutorial (t-test, F-test, Q-test, etc.) are based on the normal 

distribution function.  If the statistical test shows that a result falls outside 

the 95% region, you can be 95% certain that the result was not due to 

random chance, and is a significant result.  These tests will be discussed later 

in the section on the data evaluation. 

 

2.6 Degrees of Freedom 
 

When we discussed the calculation of the variance and standard 

deviation of a sample population, we used the formula: 

 

! 

s
2 =

1

n "1( )
x

i
" x ( )

2

i

#  

 

At the time, we said that we used the term (n " 1) in the denominator since it 

was impossible to estimate the spread of replicate results if you only had one 

of them.  In other words, to calculate s or s
2
, we need at least n = 2 values.  

This is an illustration of the more general concept in statistics of degrees of 

freedom (d.o.f. or, more simply, !).  Essentially, if we wish to model the 

population variance ("
2
) or standard deviation (s

2
) from the spread of the 

data, we need ! = (n " 1) degrees of freedom. 

 
Variance is a single-parameter model of the behaviour of the system 

under study.  More complex models have more parameters.  A linear model 

of a system, for example, requires both the slope and intercept of the straight 
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line modelling the system to be calculated.  In this case, there are two 

parameters to the model, so we require $ = (n ! 2) degrees of freedom.  This 

makes sense, because in order to determine if data pairs lie on a straight line, 

you must have at least three: any two points can always be connected by a 

straight line, but that doesn't mean that the relationship between them is 

linear!  In general, if a model requires k parameters, then the number of 

degrees of freedom is: 

 

! 

" = (n # k) 

 

Another way of putting this is to say that for any given statistical model, we 

need at least (k + 1) data points before we can fit it. 


